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Report week-41
charbot for admin available here http://submit76.mit.edu:7881/chat
comparison results at http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/

http://submit76.mit.edu:7881/chat
http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/


Week 41

DONE:
updated material
updated OKG  
eval PRs from hasan:

#658 and #659 fixed and addition #660, #661, #662 merged 

https://github.com/archi-physics/archi/blob/preview/eval/docs/docs/eval_practical_guide.md

#655, #656, #657 conflict with Warren’s branch and are left for next step

TO DO:
Models
ARCHI august version
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https://github.com/archi-physics/archi/blob/preview/eval/docs/docs/eval_practical_guide.md


Visualize OKG
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http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/okg-sources.html

http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/okg-sources.html
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http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/sources-comparison.html

http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/sources-comparison.html


Golden dataset

Selected subMIT ticket set is heavily weighted toward provisioning requests (creating accounts, granting access, adjusting quotas/profiles, policy 
enforcement). 

The missing areas are mostly infrastructure transparency, and daily operational workflows (Runtime Troubleshooting & Hardware Errors, Service 
Outages & Infrastructure Health, Runtime Troubleshooting & Hardware Errors ) 

the archi admin http://submit76.mit.edu:7881/chat had access to all the nodes (MCP server), but we do not how to benchmark something happened 
in the past and fixed in the present

End of summer datasets: 
16 items, 41 atoms

Now: 
22 items, 58 atoms
see here http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/index.htm
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http://submit76.mit.edu:7881/chat
http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/index.html


Golden set
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http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/input.html

http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/input.html


SCORE
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http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/results-20261005T055528Z.html

http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/results-20261005T055528Z.html


More on OKG
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OKG 31.8% vs Vector 31.8% — tied on pass rate this run, but OKG leads on atom recall (55.8% vs 47.7%).

Compared to the previous run (OKG 54.5% vs Vector 31.8%):

● OKG dropped from 54.5% to 31.8% — the LLM is non-deterministic, so results vary between runs
● Vector stayed stable at ~31.8%
● 0 execution failures on both arms
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http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/analysis-20261005T055528Z.html

13. missing info

http://submit08.mit.edu/~mariadlf/ARCHI_EVAL/20261005T055528Z/analysis-20261005T055528Z.html


THIS IS IN THE USER GUIDE
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THIS IS IN THE USER GUIDE



THIS IS NOT COMPLETE, past ticket has the second info
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